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Abstract existing rendering capabilities to t a new applica-
tion scenario may often cause signi cant problems
We present our approach to a generic rendering sysind delays in software development.
tem that incorporates different modalities by using For this reason, we develop a rendering frame-
specialized renderers. Our proposed system focusegrk which features a modular design of differ-
on the combination of the outputs of different ren-ent rendering components. It allows the applica-
dering algorithms and is not primarily data-drivention programmer to build an application specially
as most other frameworks. We combine the vari-adapted for a certain visualization scenario by sim-
ous renderers for geometry, volumes and unstrugly assembling from these components. It supports
tured lumigraphs in a hierarchical structure, en-easy integration of new rendering algorithms. We
abling us to use groups of renderers and exibly joinwill show how this can be achieved for the example
their outputs sequentially via the usepiuffersor  of the unstructured lumigraph (ULG) [11] which we
framebuffer objectso combine tree layers. By im- will use for the rendering of multiple light elds.
posing several programming guidelines as rules of Generally, rendering multiple ULGs is of inter-
behaviour for rendering algorithms we ensure validest to all applications where only parts of a scene
output after each rendering step. Additionally, wecan be acquired in a light eld or where the scene
show the extensibility of our framework by giving is comprised of several light elds. We nd that
hints on how to integrate common rendering tech-our approach is best suited for facilitating a smooth
niques, with a focus on multiple unstructured lumi-transistion between multiple instances of ULGs and

graph rendering. other visualizations and give implementation de-
tails.

. This paper is organized as follows: Sect. 2 gives a

1 Introduction summary of previously published results on the top-

o _ _ ics of light eld rendering and general visualization
Today many applications and algorithms exist thatrameworks. In Sect. 3 we show how our frame-
provide combined visualizations of different mOda'-Work is designed, what effects can be achieved and
ities.. ThlS is especially true for the med.ical eld of the guide”nes for deve|0ping new rendering a|go_
application, where systems have been implementeghms within it. In Sect. 4 we describe how to inte-
that support rendering of a subset of CT, MR, DTl,grate various rendering algorithms into our frame-
ultrasound or other information, in order to visu-work, with a focus on the integration of unstruc-
alize different parts of the human anatomy. Thesgured lumigraph rendering. We conclude in Sect. 5

systems focus on providing a meaningful visualwith a summary and an example of current usage of
combination of the given datasets. Therefore, difyyr framework in a medical context.

ferent rendering algorithms are applied, like direct

volume rendering or visualization of isosurfaces or

bers [19, 20, 22]. While these systems are highly2 Previous Work

optimized for their particular purposes, they in gen-

eral are not designed for exibility concerning their In the following we provide an overview of the re-
rendering strategies. So, adding or even replacingearch done in the elds of light eld rendering and



visualization software. Thereby, we focus on theintegrate a surface light eld into a present day ren-
support of multiple image-based representations. dering system the same issue is not so obvious in
the ULG case. Our contribution for light eld ren-
2.1 Image-based Rendering: Light elds dering lies in the integration of ULGs (we follow
the implementations in [15, 17]) into a rendering
Image-based rendering is a now well-establishegtamework based on OpenGL. This way we facili-
technique that has seen several key concepts deveite interaction like shadowing or blending between
oped over time. Starting with the de nition of the triangular meshes, volumes and an arbitrary num-
plenoptic function [1], the termight eld [5] and  ber of ULGs. To the knowledge of the authors such
lumigraph[4] were coined for a dimensional reduc- a common code base is currently not available in
tion of complexity. In the following years real-time scienti c or commercial visualization tools.
applications like view-dependent texturing [6], sur-
face light elds [9, 13] and ULGs were presented.
All these techniques have slightly different prereq-3 Rendering Framework
uisites concerning the density of sampling or addi-
tional geometry for rendering. Currently, the ULG In order to combine the visual outputs of both un-
approach may be seen as the most general regargtructured lumigraph renderings and the renderings
ing the requirements of the underlying light eld and of other data (meshes, volumes), a framework is de-
possible availability of proxy geometry. veloped that deals with the visual combination of
different renderer outputs. Fig. 1 depicts the main
difference between established visualization frame-
works and our approach:
Classic frameworks implement a visualization
Modern visualization software and libraries (exam-pipeline that has datasets as input and produces a
ples include VTK, Amira, OpenDX, Openlinventor Vvisual representation for that data. In most cases,
and many more) include support for different ba-there are additional processing steps in between that
sic geometric primitives, like points, lines and tri- convert or modify the input data. This may also lead
angles. For these there are counterparts in graphi¢e a tree-like processing structure that supplies sev-
programming languages like DirectX or OpenGL eral rendering algorithms with data. However, the
for immediate use. Furthermore, the need for direcinain focus of classic approaches lies on the inter-
volume rendering as an excellent, hardware accemediate processing steps, and rendering is “just” the
erated means of displaying scalar data volumes, hagishing part of the pipeline (Fig. 1, top).
been thoroughly researched and implemented. The
combination of different volume rendering methods ‘

2.2 Visualization Frameworks and Image-
based Techniques
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with geometric primitives has been established anc¢

is now state-of-the-art in many applications [10].
Research has been done to integrate scene visual-

ization with different kinds of image-based render-

ing methods although several have been propose ‘ REELE ,gg R

before the ef cient hardware accelerated light eld

rendering techniques described above were avail- 4

Voo
able [3, 12, 14]. A dif cult task is how to realize the Combhed —»l Combed I | e
transition of one image-based scene representation

into another that represents a different part of the

global scene. Mainly panoramic views, concentric

mosaics or omni-directional video have been configure 1: A schematic picture of the different focal
sidered. points of traditional visualization systems (top) and

Little is published on how to integrate image- Our approach (bottom).

based light eld rendering techniques with the state-

of-the-art geometric primitives of traditional visu- In contrast, our approach can be considered as a
alization [22]. While it is easily imaginable how to layer on top of the classic frameworks: Given the
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visual results of different rendering algorithms, our

rendering framework handles the visual combina- ¥ ¥ ¥
tion of these results. This combination can eV onderer | [ Renderer | [ Group |
be done hierarchically, and intermediate processing
of the different visualizations (“visual Itering”) is
also supported. Thus, our framework focuses on < Filter >

the handling of the different rendering algorithms,

or therenderers The basic motivation is that in- )
stead of providing specialized renderers that genfigure 2: An example for a renderer tree showing
erate speci ¢ visual combinations, e.g. of trianglethe three different types of renderer modules.

meshes and 3D volumes, the framework aims to

provide a rendering environment for arbitrary al- Fig. 2). However, parent nodes are free to change

gorithms which concentrate on their own visualiza- :
? - . the rendering order as well as the number of render
tion. Combination of these rendered results is then N

asses of their children.

done by grouping elements of the framework (Se%y default, all modules direct their visual output to

Segtl:%?]sél'ég'al can hardly be achieved without;he standard OpenGL framebuffer since t_his is the
. . Y astest way to create results. However, if needed
putting a “sandbox” around each renderer that sept-hey may also make use of “temporary buffers” (like
arates the different_ v?sual results._ Fortunately’p-buffers framebuffer objects or depth sprites) at
S;ig(bsbﬁf;popg}gsg:tlzr:g;i?r%geg Tﬁ):vf:et;]aengp_ an interme_diate stage, e. g. i_f a_multi-pa_ss algorithm
plication to switch between different OpenGL Con_has been implemented. This is especially true for

- parent nodes in the renderer tree, since they are re-
texts / framebuffers for (offscreen-) rendering ands onsible for providing a meaningful visual combi-
afterwards reusing the results as textures, shado

. . nation of their children's output.
maps, etc. So the rst idea would be to render IrlIt is now up to the application programmer to select
different buffers and to combine themin a nal step. P pp prog

; - the appropriate renderer modules and to combine
However, these extensions cause additional burderp1 - . . S
them in a way that suits the particular application.

for the_ graphics hardV\{are and can slow down th(?:or this goal, he may choose from a set of different
rendering process signi cantly. Therefore they have

to be used carefully when creating visual Combina_renderertypes which are described in the following.
tions in realtime. So the consequence was to allow
the user to incorporate knowledge about the currerg. 1.1  Outer Nodes: Renderers & Filters
rendering application: Instead of a fully automatic
rendering system, the application programmer ha®ne class of the outer nodes (or leaves) of the ren-
to design the rendering work ow on his own, us- derer tree are the renderer objects that actually cre-
ing available rendering components and combiningite images from datasets. There are several ren-
them in a hierarchical way. Thus, the frameworkderers implemented into the framework that visual-
supports the programmer in designing arbitrary renize different data structures: besides algorithms for
dering systems while giving him full control over rendering 3D volumes and triangle meshes, there
performance and quality of the nal visual results. are implementations available for light eld render-
ing [15, 17] and distance visualization [22]. The
31 The Renderer Tree re;ults of these renderers can be futher processed
using two other types of renderers: Filters and ren-
The main structure that controls the visualizationderer groups.
process is called theenderer tree This structure Filters are de ned as renderers which do not create
is organized in a hierarchical manner and containimages from scene data but rather use existing im-
the different renderer modules that create the resulages created from other renderers and manipulate
ing image of the scene. Fig. 2 depicts a schematithem. One example is an implementation of a so-
example of a renderer tree. called luminance Iter that simply converts the cur-
For rendering, the tree is traversed in depthtent colored image into a gray-scaled one. For de-
rst order, usually from left to right (according to bugging purposes, an OpenGL buffer Iter has been




implemented that overlays the color buffer with theshadow groupthat enables shadowing on the out-
data from the “invisible” buffers, like alpha, depth put of its child renderers. The main idea behind this
or stencil. An example for the usage of this Iter is group is based on a two-step algorithm related to
given in Fig. 5. hardware-accelerated shadow mapping [2] and de-
ferred shading [16]: In the rst step, the scene is
rendered from the light's position, i. e. the renderers
are called with the current camera position set to
The inner nodes of the renderer tree are caed  the light one's. Then, the shadow map is created by
derer groupsand may contain several other rendererStoring the resulting depth buffer image into a depth
modules. They combine the rendered results ofexture. However, the second step differs from the
their children and propagate it to their parent node€lassic approach: Using original shadow mapping,
The way of calling the underlying renderer modules®n€ would render the geometry to be shadowed
and combining their visual results depends on thd’om the normal camera’s position using automatic
respective renderer group. texture coordinates generation and projective tex-
Several renderer groups already have been imméurmg to create a shadowed result. Instead, since
mented. The simplest renderer group only calls th&1€ shadow group only has knowledge of the ren-
child renderers and combines their output using th&ered buffers of its child renderers, we use the depth
OpenGL depth test. This is useful for grouping renbuffer contents that were created by rendering the

derers and succeeding lters, and for organizing the*cene from the camera viewpoint. This buffer then
whole renderer tree. represents the visible surface of the scene gener-

A more sophisticated group is the so-called- af[ed by th_e child renderers. Then, we project each
clusion group This class provides algorithms for Pixel of this depth buffer back into the shadow map
blending two rendered images, the one already writ2"d perform a standard shadow test using a frag-
ten into the framebuffer (image A) and the Com_.ment shader. Shadowmg itself is done by_darken-
bined image of its children's results (image B), with INd the corresponding pixels on the screen if neces-
respect to their corresponding depth buffers. ReSary: Fig. 4 shows an example of use for the shadow
sults are such that the parts of image B occlude§"OUP-

by image A will either be fully visible or will be
shown in a semi-transparent manner, depending ¢
the algorithm selected by the user. The algorithnr
for semi-transparency has been described in deté
in [22] where it was used to realize the blending
between light eld and distance-mapped geometr
Fig. 3 shows an example for the usage of this grou

3.1.2 Inner Nodes: Renderer Groups

Figure 4: A scene consisting of triangulated meshes
and a volume rendering with (right) and without
(left) shadows.

Figure 3: A liver phantom dataset consisting of3.2 Initialization & Work ow
a binary segmented liver volume, a triangulated.l.
gall and two triangulated tubes. The tubes can b
made either completely visible (middle) or semi-
transparent (right) using the occlusion group.

he rendering framework is initialized by build-

ﬁ1g the renderer tree. This is done by the applica-
tion programmer by choosing the appropriate ren-
dering components and connecting them in a tree-
like manner: The root node, which must be a ren-
Another useful renderer group is the so-calledderer group in our implementation, registers its di-



rect child renderers for later execution. If a child3.3 Rules for Renderer Integration

itself is a renderer group, it will register own child
renderers, and so on. This way,
built, while some things should be respected: First

the complete tree I/ﬁlthough the framework aims to visually combine

. arbitrary rendering algorithms without restricting
a renderer group should always be an inner nOdthem in their generality

experience showed that

i.e. it should have registered child r(_enderers. SeGhere has to be a small set of rules that every im-
ond, renderers normally are called in the order Ofplemented algorithm has to respect in order to guar-

registration at their parent, so the rst registered
renderer should be no Iter component.

Ei 2antee smooth combinations with other renderers.
I9Ur® 2These rules especially address the treatment of the

shows a schematic drawing of a renderer tree Wher&iﬁerent OpenGL buffers since these are the basis

these points are ful lled (note that leftmost render-
ers were registered rst).

After the framework has been set up, generat*
ing images is done by calling the rendering metho
of the renderer tree. When rendering the whole
tree, it is traversed in a depth- rst order: The root
node calls the rendering methods of its child render-
ers, which will call the corresponding methods of
their respective children, and so forth. If a renderer
group's rendering method is called, it is completely
up to the internal algorithm of the group how the vi-
sual results of its children will be merged with the
existing result of previously called renderers. Ren-
derers will always render to the current OpenGL
context and framebuffer, which will override parts
of previously generated results. If this is not desired
by the group, it is responsible for either temporarily
saving the current framebuffer content or switching
to temporary buffers (p-buffers or framebuffer ob-
jects) for image creation. After its children have
been called, the renderer group must combine their
results with the original framebuffer content.

The behaviour of the remaining objects is straight-
forward: renderers will execute their implemented
rendering algorithms and produce visual results,
and Iter components which are called afterwards
will process these results and modify them accord-
ing to their algorithms.

To summarize, the combination of visual results is
done solely by the registered renderer groups in a
hierarchical way. However, the rendering frame-
work provides some convenient tools that simplify
that task: First, an implementation of depth sprites
allows for easy storage and restauration of the
framebuffer content. Second, a “p-buffer stack” is
provided which contains information about the cur-
rent nested OpenGL context hierarchy. That en-
ables renderer groups and multi-pass renderers to
temporarily switch to a new context for working and
savely restore the previous one afterwards.

the framework uses for the different visual combi-
nations. Our guidelines presented here are the core
programming rules that an implementor must re-
OIspect in his code.

Preservation of Results:

Rendering algorithms must not destroy the vi-
sual results of preceeding renderers. If a spec-
i ed initial state of the OpenGL buffers is re-
quired, e.g. at the different steps of a multi-
pass method, then these algorithms have to
use the aforementioned “temporary buffers” to
create their visualization and afterwards must
integrate it into the existing results. Filters are
an exception to that rule since it is their main
purpose to modify visual results.

Color-depth Consistency:

The common depth buffer should only be
modi ed in those parts where the color buffer
is also lled with new information. The other
way round, changes in the color buffer should
also lead to a meaningful modi cation of the
depth buffer contents. Fig. 5 shows an exam-
ple for color-depth consistent volume render-
ing.

Stencil Buffer Invariability:

Renderers must not change the stencil buffer
contents for succeeding renderers. If stencil
operations are necessary, they have to be en-
capsulated inside a temporary buffer.

Render State Preservation:

Renderers should not take any specic
OpenGL state for granted. They are responsi-
ble for setting their own state at the beginning
of the rendering process and reverting it to the
initial state when nishing. However, the im-
plemented algorithms are free to modify the
OpenGL state for the duration of the rendering
process. This is especially useful for renderer
groups to apply effects to the results of their
children.



and volumes afterwards. However, they rarely pro-
vide color-depth consistent results (see gure 5,
right).

A simple solution to this problem is to use the GL
alpha test and discard all fragments that are oc-
cluded anyway. This way, far more consistent re-
sults are achievable, as can be seen in the middle of
gure 5. However, this does not solve the problem

) ) ) of semi-transparent fragments in the visual volume
Figure 5: Consistent buffer usage in the case of volyhich cause noticable artifacts when rendered to-
ume rendering. Note that color buffer (Ieft) and gether with intersecting geometry. Here, the render-
depth buffer (middle) give a consistent impressior;ng framework enables the programmer to change

of the scene. In contrast, the right picture shows gne order of rendering algorithms and to design the
possible depth buffer footprint of the volume ren- enqering pipeline such that volume rendering oc-
dering without respecting color-depth consistency,rs |ast.

(image zoomed out).

4.3 Light elds: Unstructured Lumi-

4 Integrating Various Rendering Al- graphs

gorithms
For consistent combination with other objects in the
After describing the general idea and details forframework we need to use a light eld rendering
the inner nodes, we proceed and discuss how threechnique that supplies depth information for each
of the most common rendering algorithms can bémage contained. To acquire depth for our light-
adapted to t into the framework. The follow- eld, 3D locations of feature points can be gener-
ing visualization algorithms are implemented in ourated and a depth map can be obtained from shape-
framework and respect the integration rules menfrom-motion methods [18][23]. Alternatively, we

tioned above. capture the depth map with specialized hardware
like a photonic mixer device (PMD) camera [7]. Fi-
4.1 Meshes nally, for ef cient rendering it is convenient to store

a sparse triangulated version of the 2D depth map
Mesh rendering can be integrated straightforward(local proxy [17]).
as it ful lls most renderer rules in the rst place.  To synthesize a new view we proceed as in [15]
However, there are some points to keep in mind, alby creating a triangular mesh of the light eld scene
though they are normally taken for granted: A mestoriented at the camera (screen mesh). Screen mesh
rendering algorithm must enable the GL depth testonstruction has to be done for each ULG for each
and adjust it such that a color-depth consistent reframe and requires the synthesis of coherent depth
sult is guaranteed, which is true for the default setvalues for the whole extent of the light eld that is
tings of the depth test. Additionally, when using assigned to each ULG. Screen mesh resolution is
multi-pass algorithms like depth-peeling [8], the in- adapted to the extent of the light eld scene by prun-
termediate steps of these algorithms have to be dorirg away unneeded vertices (see Fig. 6).
in a temporary buffer, and the nal result has to be  According to [15] the vertices of the screen mesh
merged with the existent color buffer content. have to be corrected for depth. This is done by
selecting a number of cameras whose depth infor-
mation is considered relevant for the view. When
rendering with local geometric proxies, the local
Common hardware-accelerated volume renderingheshes can be rendered into a backbuffer and the
algorithms use viewer-aligned textured slices to vidookup can be done for each viewer aligned screen
sualize volume data. In general, they can easily benesh vertex. There is always a number of screen
used together with mesh rendering and provide anesh vertices for which no valid depth value can be
reasonable visual result by rendering meshes rstletermined. This is the case when no information is

4.2 \olumes



Figure 7: Milk-light eld: captured from a hand-
held camera it shows a detailed part of a desktop
scene recorded with 16 images. See right for the
four cameras are used for blend eld construction
(frustums coloured for better visibility)

eras that are considered for blending together to
yield the new view (see Fig. 7). The nal image is
rendered by projective texturing of the camera im-
ages onto the screen mesh with additive blending.
Blend values for the border of the screen mesh are
calculated as normal but appear to fade out due to

Figure 6: Screen mesh generation: Top left originafh® @lpha compositing employed (see Fig. 6 bottom

and right pruned mesh. Lower row: side-view. No-"ght)-

tice the alpha-blended triangles towards the back-

ground.

present in the light eld for a ray sampling beyond
the bounds of the recorded scene. For these verticy
the corresponding depth has to be set to a meaning-
ful value and is crucial for the interaction with other
geometry in a rendering framework. We decide toFigure 8: Smooth transitions between two unstruc-
set the invalid depths to a heuristic value based ofured lumigraphs Nilk-light eld) combined with

the diagonal of the bounding box of the light eld two lucys (polygonal surfaces). Right: correct shad-
scene. This bounding box is found by intersectingowing in our rendering framework

camera frustums in a preprocessing step. We then

proceed to delete screen mesh triangles if all ver-

tices of atriangle are at invalid depths and only keep

those connected to the valid part of the screen mes§  Conclusion

(see Fig. 6 top right). The only remaining triangles

with invalid vertices are found at the border of theywe have introduced a rendering framework that

light eld. These are alpha blended towards the in-nandles the visual combination of different ren-

valid region and so provide a smooth transistion tqerer outputs. Furthermore, we have shown that our

the framebuffer contents that may have been set aframework is adjustable to speci ¢ visualization de-

ready by preceeding renderers (see Fig. 6 bottorands and can be easily extended with new render-

right for a side-view). ing algorithms. Fig. 8 shows an example of sev-
After generating a depth-corrected screen meshral ULGs, highly complex triangle meshes and our

for each ULG, alend eld needs to be constructed shadow group described above. Further examples

as in the previous approaches [11, 15]. The blendor different renderer trees and their visual results

eld describes the weighting of the number of cam-can be found in Fig. 9 — 11.




The framework described in this paper already
is successfully used for minimally-invasive surgery

of the abdomen, where ULGs and CT-data are ren-

dered to provide an enhanced view of the operatin
eld [22]. Furthermore, we are convinced that the
exibility of our approach enables it to be used in
many other elds of application.
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Figure 9: The corresponding renderer trees for Fig. 10 (left) andight).

Figure 10: A combination of light eld, volume (left) and mesh renderais encapsulated in a shadow
group. Note that the light eld is embedded smoothly into the scene, castadpsis onto the geometry.

Figure 11: A simple scene consisting of light eld and mesh rendergainaembedded into a shadow
group. Furthermore, the mesh renderer is embedded into an occlysiop, allowing to visualize the
geometry parts that are otherwise occluded by the light eld. The rightegshows the additional usage of
the luminance lter on the light eld.



